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Abstract

How much of the observed segregation in neighborhoods is attributed to restrictions
in the households’ choice sets, such as those imposed by discrimination, versus house-
hold preferences? To answer this question, we build a two-sided housing matching
model that combines admission rules with traditional discrete choice models and al-
lows for heterogeneous choice sets across demographic groups. To estimate the model,
we use a novel dataset that links households and developments to the historic street
grid of the 1940 Minneapolis metro area. Using an instrumental variable approach,
we first document that having de jure discriminatory restrictions in neighborhoods
reduces the likelihood of non-White and White Eastern and Southern European immi-
grant households by 12.6 and 13.9 percentage points, respectively. Next, we demon-
strate—both theoretically and through Monte Carlo simulations—that traditional dis-
crete choice models of neighborhood demand with mis-specified choice sets produce
biased estimates of preferences for neighborhood characteristics if there is selection in
the characteristics of admissible neighborhoods. We estimate our two-sided housing
matching model, which allows for the joint estimation of different choice sets and
preference parameters. Our results suggest that different demographic groups faced
substantially different choice sets: on average, minority households are 8 percentage
points less likely to have a neighborhood in their choice set compared to non-minority
households even after controlling for de jure forms of discrimination and rents. We
simulate a counterfactual world in which we remove choice set restrictions as well
as preferences for co-patrons and compare segregation patterns. Our findings sug-
gest that three-quarters of the observed segregation in 1940 was driven by household
preferences.
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1. Introduction

Segregation across space is observed everywhere, yet the underlying causes driving it
remain unclear. Understanding the causes behind segregation is central to a range of
economic and policy questions, such as children's outcomes, upward mobility, labor
market outcomes, and consumption inequality of private and public goods (Collins and
Margo, 2000; Durlauf, 2004; Chetty et al., 2016; Chyn and Katz, 2021; Trounstine, 2018;
Couture et al., 2024). Much of the literature attributes racial and ethnic segregation to
preferences to live among others of their own race or ethnicity (Bayer etal., 2007, 2022) or to
preferences for neighborhood design policies (Fischel, 2002). However, recentresearch has
found that discrimination, whether explicit or implicit, as well as nancial or information
frictions can also play a role in the observed sorting of households across neighborhoods
(Aaronson et al., 2021; Sood and Ehrman-Solberg, 2023; Christensen and Timmins, 2022,
2023; Bergman et al., 2024). Although there is a large literature on segregation, a central
challenge is disentangling the e ects of limits on choice sets from households' preferences,
both of which can contribute to the observed segregation. In this paper, we ask: how
much do restrictions in the choice set of neighborhoods versus preferences of households
contribute towards segregation and shape the spatial sorting of households?

To understand the drivers behind observed segregation patterns, we construct a novel
dataset that links households from the 1940 individual-count US census data and housing
developments in the 1940 Minneapolis metro area to the street grid of that time. To our
knowledge, this is the rst dataset compiled at the development-household level in a
historical context. Additionally, we can also link lot-level data on the de jureinstrument
of housing discrimination in the form of racial covenants. These covenants, added to
property deeds, explicitly prohibited certain racial and ethnic minorities from buying or
renting homes and served as the primary de juretool of housing discrimination in urban
and suburban neighborhoods in the early to mid-20th century in the US.

This setting helps us in several ways. First, because the Minneapolis metro area was
rapidly expanding during this time, the decisions to admit households into a neighbor-

hood were made at the development level rather than on an individual house-seller level,



creating a better empirical setting for us to study restrictions on the supply side of the
housing market. Second, covenants served a dual purpose in the housing market: non-
minority households not impacted by racial covenants might have preferred living in areas
with such restrictions, while simultaneously, these covenants limited and shaped the resi-
dential options available to minority households. This dual role highlights the importance
of distinguishing between preferences and restrictions when examining how choice-set
restrictions arising from either discrimination or neighborhood design policies in uence
segregation and spatial inequality. This is relevant not only in a historical context but
also in relation to current debates about zoning regulations. For example, single-family
zoning can shape segregation patterns both through preferences as certain households
may prefer to live in areas with such characteristics, but also by pushing up housing prices
and thus making those neighborhoods una ordable for other households.

We disentangle the role of the drivers behind segregation both theoretically and em-
pirically. First, we present reduced-form results indicating that racial covenants had a
rst-order e ect on the sorting of households across space. To account for the potential
non-random placement of covenants across space, we instrument racial covenants with
an urbanization frontier index. This index captures the availability of land for develop-
ment in a radial outward expansion of the metro area in 1940. Our relevance condition
primarily relies on the correlation between the radial outward expansion of the city into
virgin or agricultural land given the growing popularity of covenants over time. Since
racial covenants were primarily added to newly built housing, developments closer to the
urbanized frontier of the metropolitan area were more likely to have racial covenants in
1940 than those closer to the city center. The exclusion restriction relies on the random
availability of agricultural land that becomes available to be developed, conditional on
enumeration district xed e ects, as well as other development controls such as the dis-
tance to the city center. Using this instrumental variable approach, we nd that living
in a fully covenanted neighborhood decreased the probability of a household being non-
White by 12.6 percentage points. Additionally, we show that the impact of racial covenants
extended beyond racial minorities to include ethnic minorities, including White Eastern

and Southern European immigrant families. Speci cally, living in a fully covenanted



neighborhood reduced the probability of being a White Eastern European immigrant
household by 11.9 percentage points. These results highlight that de jurediscrimination
a ected the segregation patterns of households in 1940. However, these reduced-form re-
sults cannot separate between the importance of preference for covenants by non-minority
households and the restrictions created by covenants in the neighborhood choice set of
minority households.

Given the dual role that restrictions like racial covenants can play in sorting, we the-
oretically and through Monte Carlo simulations show the signi cance of accounting for
di erences in choice sets in residential choice models. To do so, we use a simpli ed
discrete-choice model where people choose from a set of options with non-random charac-
teristics, such as lower prices. We show that assuming everyone considers all options as
most housing choice models do can lead to biased estimates of preferences. Moreover,
our theoretical ndings indicate that the bias resulting from the mis-speci ed model is
correlated with how the characteristics in the latent choice setre selected relative to the full
set of neighborhoods. Speci cally, if the neighborhoods in the restricted choice set tend to
have lower (or higher) values of a certain characteristic than the full set of neighborhoods,
then the model that ignores these restrictions will produce downward (or upward) biased
estimates. Intuitively, if a researcher wrongly assumes that all households can choose
from all neighborhoods, but in reality some households only consider options with lower
(or higher) values for a given feature, the estimates will wrongly show that households
sort more negatively (positively) on this characteristic than under their true preferences.
We further quantify this bias using Monte Carlo simulations. 1 Our results indicate that
the di erence between true and estimated parameters in a mis-speci ed model widens as
the share of unavailable neighborhoods for the restricted demographic group increases.

To empirically evaluate the role of choice set restrictions in segregation patterns, we
propose a two-sided matching housing market model where we allow for di erences in
the neighborhood choice sets across di erent demographic groups following the litera-
ture on selective admissions and latent choice sets (Goeree, 2008; Gandhi, 2019; Abaluck

and Adams-Prassl, 2021; Agarwal and Somaini, 2022). Our two-sided matching housing

ICrawford et al. (2021) perform a similar simulation exercise.
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market model of selective admissions not only allows us to include sources of observable
discrimination, such as racial covenants, but also implicit restrictions that limit the choice
sets available to minority groups, which are often di cult to measure. Concretely, to
incorporate di erences in latent choice sets, we model real-estate developers who have
preferences regarding the households they accept into their development according to
an admission rule. This admission rule depends on the household's race or ethnicity
and captures the likelihood of a neighborhood being included in di erent demographic
groups' choice sets. These admission preferences, in turn, generate di erences in the
household's latent choice sets, where these choice sets are explicitly linked to race or
ethnicity. On the demand side, heterogeneous households from di erent demographic
groups choose their most preferred development from their set of development to which
they've been admitted. These choices depend on household's preferences over rents, the
demographic composition of the development, as well as other development characteris-
tics.

To separately identify the parameters of the admission rule from household prefer-
ences, we follow Goeree (2008) and use an excluded shifter that a ects the formation of
choice sets but does not enter utility. Speci cally, we assume that racial covenants in u-
ence which developments are available to households but do not a ect utility directly,
once we control for rents and the demographic composition of development. Intuitively,
we treat racial covenants as a means to control the demographic of neighborhoods but not
as a feature that directly a ects the utility of households.

We estimate our model parameters following Berry et al. (1995) and Bayer et al. (2007),
that allow for heterogeneous preferences across demographic groups, and extend their
procedure to allow for the estimation of latent choice sets. Speci cally, we classify house-
holds into minority and non-minority groups based on our reduced-form results.

Our estimation follows two steps. In the rst step, we estimate the parameters govern-
ing the admission rule and the di erences in preferences for development characteristics
between minority and non-minority households. In the second step, we recover the non-
minority group's preference parameters. Similar to Berry et al. (1995) and Bayer et al.

(2007), we face several endogeneity concerns as house rents and demographic compo-



sition within a development are equilibrium outcomes and, thus, can be functions of
unobservable demand shocks. To address these endogeneity concerns, we construct two
instruments: one based on steep land slopes that a ect construction costs and, there-
fore, house rents (Saiz, 2010); and another using a shift-share migration instrument to
instrument for the share of minorities within a development (Card, 2001; Tabellini, 2020).

Preliminary results indicate that minority households faced substantial restrictions in
choice sets and those restrictions increased with the presence of covenants. By contrast,
we observe that covenanted developments favored the admission of non-minority house-
holds. Moreover, our admission rule estimates also show that non-minority households
were less likely to be admitted in more expensive developments, although we do not see
that rents play a role in admission for minorities. We interpret these results as captur-
ing potential nancial constraints for non-minority households. Finally, after controlling
for the role of rents and covenants, minorities were 8 percentage points less likely to
have the option of living in the average development, capturing other implicit forms of
discrimination against minorities common to all developments.

On the demand side, we nd that minority households are more sensitive to house
prices compared with non-minority households. Our demand estimates also show neg-
ative preferences for living with minority households and a strong homophily bias for
non-minorities. Notably, when we estimate a model that ignores di erences in neigh-
borhood choice sets across demographic groups, we nd that the price coe cient for
non-minority households is roughly 11.7% larger compared to our two-sided matching
model, overstating the role that household preferences play in the observed segregation.

We develop two equilibrium counterfactual scenarios that remove the mechanisms
generating segregation: namely, choice set restrictions and distaste for minority house-
holds. In both simulations, rents adjust to clear the housing market which has an inelastic
housing supply. 2Inthe rstscenario, we eliminate neighborhood choice set restrictions for
both minority and non-minority households. The relaxation of these constraints increases

demand, leading to higher rents. Despite the rent increase, the metro-wide minority

ZThis is not a full spatial equilibrium counterfactual with endogenous demographic composition. Impos-
ing such an equilibrium condition may amplify the role of preferences, as preferences over neighborhood
demographics function like an agglomeration force.



population rises by 2 percentage points, re ecting that the original restrictions dispro-
portionately limited their mobility. Segregation, as measured by the dissimilarity index
(Cutler et al., 1999), falls by 16%. In the second scenario, we remove the distaste for living
with minorities in addition to the restrictions in choice sets. Because households prefer
to live with non-minorities, this leads to an increase in average neighborhood utility and

a further upward shift in demand, driving rents even higher. Unlike the rst scenario,
the minority population declines slightly, as higher rents push some minority households
out of the city. Nonetheless, segregation falls dramatically by 71%. These ndings sug-
gest that preferences over neighborhood demographic composition play a larger role in
sustaining segregation than do choice set restrictions. Removing the latter accounts for
only about one-fourth of the total reduction in segregation observed in 1940, compared to
when both mechanisms are shut down.

Literature review: Our paper contributes to the literature on neighborhood segregation
and the role of policy instruments in shaping the spatial distribution of households in
several ways.

First, we contribute to the residential choice literature by disentangling the role of
preferences from choice set restrictions in driving segregation. Typically, the existing
literature either only considers how preferences for co-patrons may shape within-city seg-
regation (Bayer et al., 2007; Caetano and Maheshri, 2021; Almagro et al., 2024) or studies
supply-side discrimination (Christensen and Timmins, 2022, 2023). A related paper is
Li (2023), which uses a di erentiation approach to account for restrictions in choice sets.
This di erentiation approach relies on the assumption of no selection in the formation
of choice sets. By contrast, we model and estimate admission rules where the proba-
bility that a household is accepted in a neighborhood is a function of the household's
demographics and neighborhood characteristics, which implicitly creates a relationship
between neighborhood characteristics and household's probability of admission into a
neighborhood.

Second, our paper contributes to a large literature studying how policy design con-
tributes to segregation. Most of the literature measures localized treatment e ects, often

using regression discontinuity-based methods (Myers Jr, 1995; Rothstein, 2017; Trounstine,



2018; Fishback et al., 2020; Aaronson et al., 2021; Song, 2021; Sood and Ehrman-Solberg,
2023; Hynsjo and Perdoni, 2022; Shertzer et al., 2016). By contrast, our study looks at
the impact on the entire metro area and allows us to measure the aggregate importance
of di erent channels that contribute to segregation. Two exceptions are Bagagli (2023)
and Weiwu (2023), who studied how segregation interacts with a speci ¢ neighborhood
design policy, the construction of the US Interstate Highway System in the 1960s and
1970s, in a spatial equilibrium model. We contribute to this literature by explicitly incor-
porating restrictions in choice sets that di er across demographic groups using our novel
data and a two-sided matching model. In doing so, we not only quantify the role of de
jure discrimination policy instrument via racial covenants, but also the role of other forms

of implicit restrictions, which are more di cult to measure, captured by di erences in
admission rules across demographic groups.

Finally, to estimate di erences in choice sets in the two-sided matching model, our
methodology closely relates to the recent advances in the estimation of preference pa-
rameters with unobserved choice sets heterogeneity (Goeree, 2008; Conlon and Mortimer,
2013; Gaynor et al., 2016; Gandhi, 2019; Abaluck and Adams-Prassl, 2021; Agarwal and
Somaini, 2022)3 As opposed to previous papers in the urban literature unrestricted choice
sets, our paper is the rstto estimate latent choice sets in the context of a housing market.
Importantly, understanding how restrictions on choice sets are formed is crucial for de-
termining the extent to which observed segregation results from these restrictions rather
than from sorting preferences or housing prices, as well as for assessing their impact on

spatial inequality and segregation.
2. Historical Background and Data

2.1 Historical Background

Racial covenants restricted racial and ethnic minorities from moving into covenanted
neighborhoods during the rst half of the twentieth century (see Appendix Figures E.1-
E.3 for examples of racial covenants in property deeds). These covenants were private legal

agreements between real estate developers and homeowners, making them ade jureform

See Crawford et al. (2021) for an extensive survey on this topic.
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of segregation (Ellen and Steil, 2019). As an instrument of neighborhood design, racial
covenants were used to restrict the presence of minority households and control neigh-
borhood demographics. In US metro areas that were being largely urbanized during the
rst half of the twentieth century, including the Minneapolis metro area, almost all racial
covenants were added by developers at the stage of subdivision on new developments.
Developers would advertise racial covenants in their developments (see Appendix Figure
E.4 for an example of such advertisements). The enforcement of racial covenants relied
on injured parties, usually neighbors, bringing lawsuits against those violating racial
covenants as well as steering away of minorities by real estate agents and developers from
covenanted neighborhoods.

Four key historical events established racial covenants as the primary tool for neigh-
borhood design in urban and suburban areas of the US during the rst half of the 20th
century. These events also contributed to the growing popularity of racial covenants dur-
ing this period. First, in 1917, the Buchanan v. WarleyJS Supreme Court ruling prohibited
municipalities from creating racially segregated neighborhoods through zoning regula-
tions. As a result, the use of privateracial covenants became more appealing (Lowe, 1948).
Second, the prevalence of racial covenants increased when the National Association of
Real Estate Boards amended its charter in 1924 to promote their use (Jones-Correa, 2000).
Third, when the Supreme Court rea rmed the legal enforceability of racial covenants in
the 1926Corrigan v. Buckleyuling, leading to their widespread adoption across the coun-
try (Crooks, 1948). Finally, the federal government solidi ed the use of racial covenants
when, in its 1938 underwriting manual, the Federal Housing Administration (FHA) fa-
vored mortgages linked with subdivision regulations and suitable restrictive covenants
(FHA, 1938). However, in 1948, the US Supreme Court declared racial covenants unen-
forceable in the Shelley v. Kraemeuling, e ectively ending the use of racial covenants to
design segregated neighborhoods.

In addition to racial covenants, uncoordinated actions by developers, real estate agents,
and neighbors likely contributed to steering households away from certain neighborhoods.
There were also instances of collective group action, such as the threat of violence (Al-

bright et al., 2021) and local government policies like the placement of industrial zoning



(Shertzer et al., 2016) that in uenced some developments to be welcoming to minority

households, while others were unwelcoming to racial and ethnic minorities in 1940.

2.2 Data

We combine data on racial covenants, historic real estate developments, the historical
street grid for Minneapolis metro area, and the 1940 US individual count decennial census.
Linking all of these data sources together allow us to map racial covenants and households
to the developments and geography of 1940. We focus on 1940 for two reasons. First, 1940
is when the use of racial covenants was at its peak. Second, 1940 is one of the two census
years that contains data on house rents and values4 More detailed information about
how we construct our dataset can be found in Appendix A.

Data on Racial Covenants: The data on racial covenants comes from the Mapping Preju-
dice Project, which provides a complete census of all covenanted deeds and development
maps in Hennepin County, Minnesota, where the Minneapolis metro area is located.
In addition to the location of 24,131 racial covenants, Mapping Prejudice also provides
information on the date of covenant execution. 5

Historic Boundaries and Street Grids: Linking households, developments and covenants
to the present-day street day delivers less than 45% of successful matches as the historic
street grid has changed in the past 80 years due to highway construction and new devel-
opment over time. To overcome this problem, we digitize and geocode the 1940 street
grids for Minneapolis and ve neighboring suburban municipalities St. Louis Park, Ed-

ina, Rich eld, Hopkins, and Robbinsdale using City Atlases and the Sanborn insurance
maps that existed by 1940. Together with Minneapolis, these six cities form a contiguous
part of the Minneapolis metro area and accounted for roughly 92% of the 1940 population
of the Hennepin County. We also geocode and digitize the 1940 enumeration district
boundaries, which are similar to modern census tracts, for Hennepin County.

Data on Historic Developments: At the time of our study period, Minneapolis experi-

4The 1940 census also contains information about previous residences. These data will allow us to include
households' moving costs in our residential choice model, which we eventually use as a demand-only shifter
in the estimation of our two-sided matching model.

BMapping Prejudice Project analyzed roughly three million pages of sales deeds and subdivision maps
in Hennepin County, covering the period 1900-1960. Five people double-checked the existence and date of
the covenant execution for each deed and map, limiting the scope of error in data collection.
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enced a dramatic urban expansion mostly driven by the construction of suburban resi-
dential real estate developments. Developers constructed a group of similar houses in
their developments. Developments vary in size, ranging from a single housing unit to
several hundred units, with an average of 47.7 households per development. An average
development is 13.7% of the average enumeration district size, and there are, on aver-
age, 8.9 developments within an enumeration district (see Appendix Table A.1). In our
analysis, we de ne neighborhoods at the development level, as we believe this most ac-
curately re ects the unit of choice relevant to both household location demand decisions
and admission decisions on the admission side of the market.

Information about historic developments that have survived is available from the
Hennepin County's assessor o ce. However, using only the extant development-level
data omits developments that were demolished or altered between 1940 and today, which
would result in 29.7% of 1940 households in the sample unmatched to a development. To
overcome this missing-development problem, we collect data on historical developments
which come from the historical atlases of the municipalities of Minneapolis (1940), St.
Louis Park (1939), Edina (1940), Rich eld (1941), Hopkins (1954), and Robbinsdale (1941).
These data provide to-scale maps of each development in these municipalities (see Figure
E.5 for an example of such an atlas map). We digitize and geocode the historical atlases to
construct the 1940s geo-located geography of each development and locate the lots within
these developments using Hennepin County's assessor data. Importantly, our data also
contain information on the year that a development was likely originally platted and on
the completed construction year for most houses in our sample.

Individual-Count US Census Data: We use the full-count 1940 US decennial census data
for the six Minneapolis metro area municipalities in our sample. The data include infor-
mation about individuals like race, country of birth (to determine ethnicity), occupation,
marital and ownership status, number of household members as well as residence ve
years ago (in 1935). Since endogamy is common among races and ethnicities during this
time period, we assume that the racial and ethnic characteristics of the head of household

is the representative of the household, which we also con rm using the individual count
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data.6 Thus, we do our analysis at the household level. There are 164,653 households in
the six Minneapolis metro area municipalities in 1940.

The census data also contains other household information like the address, enumera-
tion district, group quarter status, housing value, and rental price. We only observe rental
and housing value data for renter-occupied and owner-occupied households, respectively,
and there is no price data available for households in group quarters. To enable a com-
parison between rents and prices, we impute the rental value of owner-occupied housing
using the methodology following Katz et al. (2017). 7 The imputed rental value of owner-
occupied housing, combined with rental price data, gives us the mean monthly rental
value for 98% of developments and the monthly rental value for 91.5% of households in
our sample.

Other Data: We also digitize and geocode a 1899 map of Hennepin County, which
highlights the locations of wetlands and other semi-submerged areas so we can measure
the underlying land quality in the lake geography of Hennepin County. In addition,
we obtain data on elevation and slope from the Natural Resources Conservation Service,
which completed a comprehensive survey of Hennepin County in 1953. We also digitize
a 1923 map highlighting the location of heavy and light industries as well as commercial
zoning areas in the city of Minneapolis. Last, we also digitize the 1913 streetcar map of the
Minneapolis metro area. See Appendix Table A.1 for summary statistics for the household

and development characteristics.

2.3 Construction of Geo-referenced Household Level Dataset
For our analysis, we need to link households and racial covenants to geolocated develop-
ments in 1940.

In the 1940 census, we have complete addresses for 75.1% of households. For the
remaining 24.9% households with an incomplete address, we impute missing street names
and house numbers following the census enumeration ordering, as enumerators collected
the census data on the same side of the street in order Logan and Parman (2017). Since

this order is preserved in the census, we are able to impute missing house numbers and

89.7% of households in our sample marry within their race or ethnicity.
Tsee Appendix Figure E.6 for the distribution of monthly rents and housing prices relative to the imputed
monthly rental values.
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Figure 1: Expansion of Housing Construction and Racial Covenants over Time

Note: This gure plots the percentage of a decade's overall housing construction which took place in each
development in green. The purple circles, triangles, and squares indicate where a racial covenant is present
in a development from the 1910s, 1920s, and 1930s respectively. The city boundary of Minneapolis, St. Louis
Park, Edina, Robbinsdale, Rich eld, and Hopkins is marked in black. Grey areas represent developments
with no housing construction by 1940. The red diamond is the location of the central business district (CBD),
which is where the St. Anthony Falls are located. Lakes and rivers are marked in blue.
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street names for 91% of households with incomplete addresses. In total, this procedure
allows us to have complete addresses for 97.7% of households.

We match households with complete addresses to the geolocated historical develop-
ments using the digitized historical street grid, achieving a high match rate of 97.7%.
For the remaining 2.3% of households that could not be matched to a historic develop-
ment, we randomly assign these unmatched households across developments within their
respective enumeration districts. 8

Next, we link racial covenants to the geolocated historical developments. Last, we also
geolocate wetlands, soil quality, and elevation data as well as the location of lakes, the
streetcar network, and industrial and commercial zone areas, which allows us to measure
the distance to these characteristics from a given development. See Appendix A for further
details on linking across various datasets.

Figure 1 plots the distribution of new housing construction by development in four dif-
ferent periods before 1910, 1910-19, 1920-29, 1930-39. Percent of new construction within
a development by decade is color-coded in green. As the gure shows, the construction is
expanding radially outwards over time from the central business district (CBD) indicated
by the red diamond. In addition, the gure plots the racial covenants that were introduced
by decade, in purple. Asthe gure shows, the use of racial covenants continuously spread

after 1910, the year of rst racial covenant, and particularly after 1930.

3. Empirical Evidence of the E ects of Racial Covenants

In this section, we provide reduced-form evidence of the e ects of racial covenants on
neighborhood ethnic and racial composition in the 1940 Minneapolis metro area hous-
ing market. The reduced form results help establish the following three points. First,
they demonstrate that the demographic groups impacted by racial covenants included all
racial minorities as well as many White" ethnic minorities, including White immigrant
households from Eastern and Southern European countries. Second, these results help us
understand and classify whether a household from a speci c ethnic background belongs

to a minority or non-minority group. We will use this classi cation to estimate hetero-

8n our reduced-form evidence, we show that our ndings are not determined by the random placement
of these 2.3% of households. See Panel E of Appendix Table B.2 for more details.
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geneity in structural parameters separately across di erent groups. Third, the ndings
motivate our structural analysis, as the reduced form results alone cannot distinguish
between direct preferences of households for neighborhoods characteristics versus how
those characteristics, such as covenants or prices, could have acted as restrictions in the

neighborhood choice set of minority households in shaping segregation.

3.1 Reduced-Form Model

To study the e ects of racial covenants on neighborhood ethnic and racial composition, we
estimate the following model, where 8indicates a household and 9indicates a development
in 1940:

Hso= o, 1Cov-Sharegg, 2Dist-CBDg, 3-8, 4-9, !9, &g (1)

In this model, His an indicator for a household's race or immigrant ethnicity in devel-
opment 2 Cov-Shareygg is the share of the development 9that had racial covenants.
Dist-CBD g is the log of distance of the development 9to the metro area’'s CBD. - grepre-
sents variables for household ownership status, marital status, the number of members
and working members of the household, and an indicator for occupation. - grepresents
development level location quality variables including the proportion with wetlands and
the log of distance to each of a heavy industry zoned area, a commercially zoned area,
the nearest lake, and the streetcar. .19 indicates the enumeration district : xed e ects
within which development 9is located.

Given that covenants were a decision made by the developer at the time of platting
their development, it is important to account for the non-random placement of racial
covenants across space. Moreover, Sood and Ehrman-Solberg (2023) show that racial
covenants were more likely to be added in lower-middle and middle-income areas and in
neighborhoods that were more likely to face demographic transitions in the future. We
include the enumeration district xed e ects to control for this source of endogeneity and
use variation across developments within the same enumeration districts : to estimate
our parameters.

However, even within enumeration districts, the location of covenants could be corre-

lated with unobservable characteristics. To address this concern, we measure the share
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